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Motivation

• On-demand clusters are expensive
• Spot clusters are unreliable
• In-memory storage infeasible for large scenarios

• How to run MATsim for very large scenarios, using any number of 
cheap nodes, asynchronously and with node failure tolerance?







link_id time avg_travel_time
1 900 80
2 900 ….
… … …

10482894 84000 …

stop_id time waiting_time
1 900 122
2 900 ….
… … …
n 84000 …

from_stop to_stop time pt_travel_time
1 2 900 23
2 3 900 75
… … …
n n-1 84000 …











link_id subsim # time avg_travel_time volume
1 1 900 80 2547
1 2 900 76 2219
1 5 900 72 2066
1 8 900 68 1835
2 43 900 …. …
… … … … …

10482894 2655 84000 … …
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Design questions

• Database choice: relational db or something fancier
• Decomposition algorithm: truncated trips or functional area with 

full trips e.g. IntraMax -> tracking 
• Consensus mechanism: averaging? Volume weighted averaging?
•  What is convergence if we don’t have a single  full run? Regular 

comparison of large patches vs small?
• At the very least we want to produce a plans and link travel times 

database that would allow for ‘hot starts’
• Decomposing transit? Paratransit/DRT
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