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Introduction

The “MATSim loop” repeatedly executes the following steps: Replanning (each agent
revisits its travel plan choice set and decides which plan to execute), mobility simula-
tion (all agents execute their plans), and scoring (each agent evaluates the most recently
executed plan). When replanning, each agent selects and applies a replanning strategy.
This can be an innovation strategy or a selection strategy (Horni et al., [2016). After
many iterations, the simulation usually stabilizes, which then is taken as an approxi-
mation of the long-term behavior of the real system under consideration.

Newly innovated plans need to be executed in the mobility simulation in order
to receive a score. Executing nonsensical plan innovations hence impairs the overall
realism of the simulation. The Discrete Mode Choice contrib (Horl and Balacl 2026}
Horl et al.|2019) addresses this by building an anticipation of the (mode-specific) score
of a plan before executing it. The Pseudo Simulation contrib (Fourier} 2026} [Fourie|
2016) executes plans given fixed travel times to anticipate their scores before executing
them in the network. The ATAP contrib (Flotterdd, |2026alb) approximates noise-free
point equilibria and relies on a plan emulation similar to that of Pseudo Simulation to
only execute plans that likely increase the score. These contribs have in common that
they modify the original replanning model by adding a score anticipation, which is in
principle a reasonable thing to do (Sandholm, 2015).

We consider here the original MATSim setup without score anticipation, where sev-
eral replanning strategies are given and, in each iteration, each agent applies a strategy
according to some given strategy selection probability distribution. We devise a simple
and broadly applicable strategy weighting schedule that aims to approximate system
states in which every agent eventually executes only near-optimal plans.



Greedy search without selection

No score uncertainty

To fix thoughts, assume that the score received by an executed plan is an exact predictor
of the score obtained when re-executing the plan. This idealized setting requires (i) no
stochasticity in the mobility simulation, and (ii) no relevant changes in the simulated
environment (mobsim) because of other agents’ plan switching.

Given this assumption, consider an agent n that only uses innovation strategies and
the WorstPlanSelector for plan removal. Index the agent’s J plans by increasing score
SV < <8 Let Sinno he the score of a newly innovated plan. It replaces the

plan with score S,(LD if 57(11) < Si{‘“"; otherwise, it is discarded. The score sum over all
J plans hence changes by

max {O, Sif;”o — Sgl)} > 0

from one iteration to the next. Scores will no longer change once ST(LD equals the
largest possible realization S)""° of S)™°. Due to the ordering of plan scores and the
impossibility of exceeding S'™"°, this will result in

Sle) = ... = S,(vj]) = 5‘2‘”0 after many iterations.

This equality holds only for plans in the choice set. Plans with scores below Si,?”o
may still be innovated and executed before being discarded again. Still, if one is only
interested in finding subjectively optimal plans per agent, the choice set will eventually
contain only such plans.

Given no score uncertainty, an innovation-only replanning with Remove-
WorstPlan implements a greedy search for all non-zero choice set sizes.

With score uncertainty

Given stochastic plan scores, a newly innovated plan may replace the currently worst
plan because it has a by chance higher score. The result are upwards-biased scores
in the choice set. Since the considered innovation-only setting never re-evaluates the
scores of plans in the choice set, the overall score in that set grows towards an unreal-
istically high value. This makes it increasingly difficult for relevant plan innovations to
enter the choice set; the search can be expected to stagnate.

This stagnation can be reduced if plans in the choice set are occasionally re-
executed. Recalling that the considered setup has a tendency to create a choice set
of plans with maximal and hence equal scores, the added value of selecting plans for
re-execution other than uniformly is not obvious. We hence add SelectRandom to the
strategy mix.

Given a plan choice set size of .J and a probability « of using any innovation strat-
egy, the selection probability of any concrete plan in the choice set is (1 — «)/J,



meaning that it is re-evaluated on average every J/(1 — «) iterations. We require that
each plan in the choice set is on average re-evaluated once between two consecutive
innovations because then the comparison of a newly innovated plan to the choice set
is, on average, not affected by any persistent score bias in that set. This requirement
translates into
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An assignment can be expected to make the initially largest process with a max-
imum of exploration, which is achieved by the smallest possible choice set: J = 1,
allowing for ae = 0.5.

Given a stochastic setting that requires to re-evaluate the plan choice set on
average once between plan innovations, the initially fastest assignment process
can be expected from using a plan choice set of size one and a 50 % innovation
and selection rate, respectively.

Reducing score uncertainty

Occasionally re-evaluating plans in the choice set keeps scores from growing unreal-
istically large, but it does not prevent newly innovated plans that only by chance have
received high scores from entering the choice set. The magnitude of this bias can be
reduced by reducing score uncertainty.

Stochasticity in the mobility simulation is conceptually not a major concern be-
cause (i) the mobility simulation can be configured to (near-)determinism, and (ii)
stochasticity can be controlled by running multiple independent mobsims and aver-
aging scores. Thus, we ignore this source of uncertainty.

Score uncertainty due to variable network conditions, even in a deterministic mo-
bility simulation, can be controlled by gradually reducing the number of agents that get
to switch their plan simultaneously (“cooling”). This amounts to gradually reducing o
to zero over the course of the assignment iterations. The Robbins and Monro| (1951)
conditions may be adopted here: If « is to fall with one over a power of the iteration
number k, i.e. a(k) = 1/(k + 1)?, these conditions require p € (0.5, 1]. The larger p,
the faster the cooling.

Figure/[T]illustrates two different search situations, where the assignment problem is
visualized by the contour lines of a two-dimensional minimization problem. The search
on the left takes precise steps towards the minimum in the center, but too large steps;
causing the search to repeatedly overshoot. The search on the right takes smaller steps
and less precise steps; thus, it wanders around the minimum. The overshooting search
leads to rapid yet imprecise coverage of the region around the minimum. Consequently,
averaging just a handful of visited points in the overshooting search can be expected
to approximate the center point quite well. In contrast, averaging visited points in the
random search can be expected to approach the center much more slowly, as the search
tends to remain on the same side of the center for many iterations .



Figure 1: Overshooting (left) vs. random (right) search

The precise (overshooting) search direction considered here corresponds to a plan
innovation that attempts to optimize an aspect of the new plan given the current net-
work conditions. The ReRoute strategy does this. On the opposite, a random and less
(or un-) directed search is implemented in SubtourModeChoice and TimeAllocation-
Mutator. Since SubtourModeChoice only considers a handful of modes while TimeAl-
locationMutator deals with a continuum of departure times, one may assume that Sub-
tourModeChoice is still much less inefficient than TimeAllocationMutator. This is also
confirmed by empirical evidence.

e A

Cooling should only start after near-stationary conditions have been reached.

o If at least one inefficient innovation strategy is used, in particular
TimeAllocationMutator, one may use the innovation schedule a(k) =
1/vk + 1. Tt cools the system down at the slowest possible rate that is
still (borderline-)compatible with the [Robbins and Monro| (1951)) condi-
tions.

* If only efficient innovation strategies are used, in particular ReRoute, one
may use the innovation schedule a/(k) = 1/(k + 1). It cools the system
down at the fastest possible rate that is still compatible with the

and Monro conditions.

* SubtourModeChoice may be treated as a relatively efficient innovation
strategy (and be cooled down quickly) because it needs to explore just a
handful of transport modes.




Recipe

Building on these discussions, we suggest the following two-stage assignment logic.

e 3

Overall settings.

» Use only innovation strategies and SelectRandom.
e Do not “turn off” any strategies.

» Limit the plan choice set size to one.

» Use WorstPlanSelector for plan removal.

First stage. In each iteration, use a random innovation strategy with probabil-
ity 0.5. Otherwise use SelectRandom, i.e., re-evaluate the single memo-
rized plan. Run this stage until near-stationarity is attained.

Second stage. Start with the final plans file from the first stage. With k the
iteration index starting from zero in Stage 2, use a random innovation
strategy with probability «.(k) and SelectRandom with probability 1 —
a(k) where

ak) = {

The factor of 1/2 in the second stage innovation probability ensures that innovation
changes continuously from Stage 1 to Stage 2. Overall, this resembles the sigmoid
cooling schedule also available in the ReplanningAnnealer default functionality. A
difference is that the cooling phase reduces innovation more slowly than the sigmoid
option, which has an exponential tail that is not compatible with |Robbins and Monro
(1951).

The analysis motivating this recipe was more intuitive than rigorous. Still, within
the default MATSim configuration options, it is not obvious how a more complicated
setup could approach less biased stationary conditions at a higher rate.

Averaging scores over iterations to filter out stochasticity may be a useful comple-
mentary measure, even though it complexifies the setup by (i) requiring to define the
filter strength, and (ii) introducing an additional inertia in the assignment process.
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Results

We consider four scenarios for the cities of Berlin (Ziemke et al., [2015), Munich
(Moeckel et al., |2020), Stockholm (Flotterod, [2026a)), and Oslo (Fliigel et al., 2024
2023).

Berlin uses only ReRoute for innovation. Assignment results (population-average
executed scores over iterations) are shown in Figure [2a] The Vanilla run uses ReRoute
with constant probability 0.1 and ChangeExpBeta otherwise, with five plans per agent.
The Stage 1 run oscillates almost immediately, such that Stage 2 is run from the be-
ginning on (no continuation from Stage 1). The solid Stage 2 line is obtained by fast
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Figure 2: Experimental results



cooling (one over iteration number), the dashed line by slow cooling (one over square
root of iteration number). Fast cooling stabilizes most quickly and attains largest score
values. Although average score maximization is not necessarily equivalent to equi-
libration (individual score maximization), we use it here as a measure of individual
agent satisfaction. These results support the proposed recipe, and that fast cooling is
adequate if only fast innovation strategies are present.

Munich uses ReRoute and SubtourModeChoice. Results are shown in Figure [2b]
using the same layout as for Berlin. The vanilla run uses four plans per agent, Change-
ExpBeta with probability 0.8 and ReRoute and SubtourModeChoice with probability
0.1, respectively. Stage 1 stabilizes before Vanilla, but at a much lower score. This
can be explained by the more aggressive (less precise) innovation of Stage 1. Both
experiments are continued from near-stabilization on with a Stage 2 run (Stage 1 is
continued from iteration 30 on; vanilla is continued from iteration 100 with an initial
innovation rate scaled to 0.2 for continuity). All Stage 2 runs attain comparable score
levels. Fast cooling outperforms slow cooling. This supports the hypothesis that Sub-
tourModeChoice does not warrant a slow cooling. Best progress is obtained by the
proposed recipe.

Stockholm uses ReRoute and TimeAllocationMutator. Figure [2c|indicates an over-
all much slower score stabilization, which can be explained the inefficient TimeAllo-
cationMutator. Vanilla uses five plans per agent, ChangeExpBeta with probability 0.8
and ReRoute and TimeAllocationMutator with probability 0.1, respectively. Figure 2d]
zooms in along the score axis and also includes Stage 2 results. The half-transparent
lines are the zoomed-in versions of those in Figure Stage 1 is arbitrarily cooled
down earlier (in iteration 200) than Vanilla (in iteration 500) to illustrate that a precise
stabilization of Stage 1 is not necessary. The slow and fast cooling line of the continued
vanilla run are visually indiscernible. Although scores keep drifting upwards, the pro-
posed recipe with slow cooling performs overall best. Slow cooling appears adequate
to follow the slow TimeAllocationMutator progress.

Oslo uses ReRoute, TimeAllocationMutator, and SubtourModeChoice. The results
shown in Figures [2e] and [2f] convey qualitatively the same message as for Stockholm:
The proposed recipe performs best; the TimeAllocationMutator warrants slow cooling.
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