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Abstract

This paper presents a flexible Remote Dispatching Interface (RDI) for MATSim that enables external
on-demand mobility dispatching algorithms to interact with MATSim/DRT, including algorithms imple-
mented in languages other than Java. The interface uses ZeroMQ and JSON to exchange vehicle, request,
and assignment information between MATSim and external dispatchers through a simple client–server
architecture. Its capabilities are demonstrated through five dispatching approaches of increasing complex-
ity, including random assignment, bipartite matching, roaming, insertion, and Q-learning. Benchmarking
on a configurable Paris network scenario compares the algorithms in terms of request rejection rates
and passenger waiting times across different demand and fleet-size settings. The results demonstrate
the practical applicability of the RDI as a flexible framework for developing, testing, and benchmarking
alternative mobility-on-demand dispatching methods within MATSim.

1 Introduction

On-demand mobility systems are a major use case for agent-based transport simulations like MATSim
(Horni et al., 2016). In such systems, a fleet of vehicles is centrally controlled to pick up and drop off
customers, which send their transportation requests, in an optimal way. MATSim provides the DVRP /
DRT (Maciejewski et al., 2017) components to simulate such services: While the general traveller agents
may send requsts with an origin and destination locations, the on-demand vehicles are directly managed
by a dispatching algorithm. The vehicles receive coherent schedules with instructions to pick up or drop
off customers, or relocate within the road network.

The default dispatching algorithm in MATSim / DRT is based on a insertion heuristic (Bischoff et al.,
2017). The algorithm maintains a sequence of pickups, dropoffs and movement tasks into which new
tasks can be added. As soon as a new request arrives in the system, the algorithm evaluates, for each
vehicle, all viable insertion locations for a new pickup and a new dropoff task along the vehicle’s schedule.
The insertion (vehicle, pickup index, dropoff index) that generates the lowest cost (quantified in added
wait or travel time) is retained. It can happen that no feasible solution is found since any insertion would
cause delays that exceed the maximum pick-up and dropoff time constraints of the existing and new
constraints. In that case, an incoming request can be rejected.

While this default approach has served as a basis for many methodological and policy-relevant liter-
ature on on-demand mobility systems (Hörl et al., 2021; Kaddoura et al., 2020), alternative approaches
exist. A commonly used algorithm is the High-Capacity Ride-Pooling (HCRP) approach by Alonso-
Mora et al. (2017). The internal functioning is similar to the insertion approach described above, but all
vehicles schedules are dynamically reconstructed optimally in every decision step. While the approach
is computationally more complex, it is not limited to optimally treating a request only at the time of
insertion. An efficient implementation of the HCRP approach in MATSim is available1. It makes use of
the flexible injection system of the MATSim framework to replace the dispatching-relevant components
of DRT. However, just as the default insertion algorithm, many components remain hard-coded and the
coupling with the Java-based MATSim codebase remains strong.

Following the general idea of replacing the default dispatching component of MATSim, the present
paper proposes a flexible remote dispatching interface (RDI) that makes it possible to connect any new
dispatching algorithm written in potentially different (and more common) languages than Java to any
MATSim simulation. Thereby, we set the basis to test competing methods inside MATSim and allow
researchers from domains that are used to other development environments to test their approaches in
simulation.

∗Corresponding Author: sebastian.horl@irt-systemx.fr
1https://github.com/matsim-org/alonso-mora
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Figure 1: Communication schema

2 Remote dispatching interface

Figure 1 shows the general idea of the dispatching interface. While the MATSim simulation acts as a
communication server, a dispatching algorithm can connect as a client. Both entities exchange information
in every nth simulation time step. While the simulation sends all relevant state information about
incoming requests and the fleet, the algorithm sends back detailed instructions for the vehicles. The
framework, including various examples, is fully documented and available2.

2.1 Implementation
Technically, the RDI is implemented using ZeroMQ as a communication layer. Communication happens
in a REQREP scheme, which means that each time the client sends a request it is answered by a response
from the server. This limited protocol of interaction ensures a predictable and easily maintainable process.
ZeroMQ backends exist for many common programming languages such as Java, Python, or Rust.

The exchanged messages are encoded in JSON format for which high-quality serialization libraries
exist in many languages. Together, these design choices allow a large user base to connect to MATSim
using the RDI.

2.2 Communication protocol
Whenever the RDI is activated, DRT will block before performing any dispatching step. Specifically, if
no communication has happened so far, it will wait for an initialization message by the algorithm.
It is followed by a start_iteration message from MATSim. This message is also sent for the start of
every following MATSim iteration (usually after one full simulated day).

During one MATSim simulation, the server regularly sends a state message containing information
on all requests and vehicles that needs to be answered by an assignment message, which contains the
updated instructions for all vehicles. These instructions can be given at different levels of detail. At the
bare minimum, as sequence of pick-up, drop-off or relocation tasks must contain link identifiers. While
in this case the required routes through the road network are calculated MATSim-side, it is also possible
for the client to provide detailed link sequences.

Between a pair of state and assignment, the client is allowed to send various optional messages
such as travel_time_request to inquire about current travel time estimates on a given list of links, or
network_request to obtain information on all nodes and links.

2.3 Usage
The corresponding RDI repository contains the RDI component for MATSim itself, as well as a separate
Java package that includes a simple parametrizable on-demand simulation case based on the road network
of Paris. The user can build this package using maven, start a MATSim instance and then connect one
of four example algorithms implemented in Python to it.

The RDI can be added to any existing MATSim simulation using by adding the Maven package and
activating the module for MATSim:

ConfigUtils.loadConfig("...", ..., new RemoteDrtConfigGroup());
/// ...
controller.addOverridingModule(new RemoteDrtModule());

The RDI is configured per mode such that different dispatcher can connect to different on-demand
services. For each mode, a specific network port can be configured. If the value is missing, a random

2https://github.com/sebhoerl/matsim-remote-drt
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Figure 2: Rejection rates of the benchmarking experiments

port is chosen and written to a temporary file inside the simulation output directory upon start-up. This
way, dispatching algorithm can flexibly connect to a running simulation.

3 Benchmarking example

The repository contains five algorithms of increasing complexity showcasing different features of the RDI:
1) The most basic Random assignment dispatcher shows how to initiate the connection and then

perform random assignments between requests and vehicles. As soon as a vehicle drops off a passenger,
a new random request is assigned.

2) The Bipartite matching dispatcher showcases how to request the network topology with link
and coordinates to put a meaning behind the link identifiers of the requests and vehicles. It maintains
a list of waiting requests and unoccupied vehicles and, in every dispatching steps, performs matches
them such that the overall Euclidean distance between vehicles and pick-up locations is minimized. The
assignments are not binding and can be updated in every decision step.

3) The Roaming dispatcher lets vehicles move randomly across the network. As soon as they drive
by a customer, the request is assigned to the vehicle. The algorithm first requests the MATSim network
and then performs routing client-side using the networkx library in Python. This way it showcases how
fine-grained routes can be defined.

4) The Insertion dispatcher is a simple version of the default MATSim algorithm. It maintains
vehicle schedules and finds optimal insertion points for incoming requests. The implementation showcases
how requests can be rejected, if necessary, by the RDI.

5) Finally, the Q-learning dispatcher represents a more complex use case. It is based on the bipartite
matching dispatcher but adds a relocation layer for idle vehicles. In particular, it spans a rectangular
grid over the road network and learns relocation patterns over the course of multiple MATSim iterations.
Inspired by experiments in (Chouaki et al., 2022) the number of picked up passengers is treated a reward
to learn beneficial relocation flows by time slice.

All algorithms are applied on the provided use case example which generates a configurable number of
requests on the road network of Paris. To make the use case interesting, the demand generator specifies
demand density sinks and sources that switch their role as the day progresses towards the afternoon. This
way, learnable commuting patterns are simulated. Furthermore, the demand changes slightly in every
iteration to avoid overfitting in the learning process.

For the benchmark, requests that are not picked up within the specified maximum wait time are
automatically rejected server-side to avoid passengers waiting infinitely. Under these conditions, Figure
2 shows the performance of the bipartite matching algorithm, the insertion heuristic, and the Q-learning
approach after 100 iterations in terms of rejection rate averaged over 10 seeds and by fleet size and number
of generated requests. One can see that generally the rejection rate is strongly dependent on the number
of requests and decreases more vehicle supply (boxes). The algorithms perform similarly except when
sufficiently many vehicles are available, where, especially, the pooling-enabled insertion algorithm excels.
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Figure 3: Average wait times of the benchmarking experiments
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Figure 4: Improvement of average time over multiple iterations using Q-learning

All analyses that can be performed on standard MATSim/DRT runs can be applied to the simulation
outputs when using the RDI. Figure 3 shows the performance in terms of wait time (in seconds). One can
see especially for high fleet sizes that the Q-learning approach doesn’t perform as well as sole bipartite
matching (but at the benefit of fewer rejections). The Q-learning approach is an interesting case as it
gains information about the demand patterns over the course of one simulation. Figure 4 shows the
progression of the average wait time over multiple iterations. Clearly, there is not enough slack with
small fleet sizes to perform effective relocation. Only at higher fleet sizes the algorithm visible learns to
iteratively reduce wait times.

4 Outlook

The benchmarking examples show that the RDI works and can be used in practice. In particular, the RDI
is now used to connect the FleetPy framework (Engelhardt et al., 2026) to MATSim. Furthermore, it has
been used in a set-up where a dispatching algorithm is iteratively improved through a code-generating
Large Language Model (Hörl et al., 2026).

Several components can still be improved. Especially, providing detailed routes remains a bottleneck
as illustrated by the roaming dispatcher example. A sensible next step would be to add a routing message
that allows to request the server to route a given set of origin-destination pairs MATSim-side, only obtain
summary information (travel time, distance) and then reference these routes using a temporary identifier.

Furthermore, it needs to be tested in how far various newer extensions to DRT are compatible with
the proposed interface such as prebooking (Hörl et al., 2024) or driver shifts (Zwick et al., 2022).
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