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Contents

1. A clear case for when and how it makes sense to use deep-ML for human 
behavioural modelling.

2. Demonstrating how flawed LLMs are at pretending to be people(s).



How should we think of human behaviour?



Activity sequence modelling - scheduling

Who does what activities and when?

A critical component of all ABMs.

Difficult to model P(schedule|labels);

Time budget

Preferences

Constraints

Interactions

Infinite/very large choice set makes 
simple discrete choice setup unviable and 
simulation optimisation too expensive.
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Approach 1/3: The baseline - a compositional* model

(i) home, (ii) work, (iii) work + discretionary, (iv) education, (v) education + discretionary, or (vi) discretionary onlyDAP

Act types

Durations

Mandatory Duration

N. Discretionary acts

Assembly

(i) shop, (ii) visit, (iii) medical, (iv) leisure, or (v) other

(i) 1, (ii) 2, or (iii) 3

github.com/fredshone/composhed



Approach 2/3: Ours, ActVAE, a deep generative model

github.com/ucl-big/caveat



Approach 3/3: Also, an LLM approach

You are an expert planner…

Please generate me a schedule for a 16 year 
old male, with no access to a car, etc…

Here are some examples of similar people…

Make sure the schedule starts and ends at 
home and doesn’t contain consecutive home, 
work or education activities.

Format the schedule as json using the 
following specification...

> [[“home”: 00:00], [“work”: 08:40], [...

github.com/fredshone/actllm



Evaluation (~60k NTS schedules):

github.com/fredshone/acteval > pip install acteval



In detail: activity durations vs start times
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(1) When to use deep ML?

(a) Noisy/complex process.

(b) You want to go faster.

(c) You care less about controllability, for example for modelling system shocks, like pandemics, 

and more about representing diversity.

(2) Rather than thinking of replacing whole ABM frameworks with ML, think of swapping components in 

where it fits. Perhaps where you don’t care about interpretability.

(3) Don't trust LLMs to behave like human(s).

Conclusions



Key insight 1/2: The importance of randomness

ActVAE uses a latent (compressed) representation of activity 
schedules (                         ).

This compressed representation can be decomposed into explanatory 
information (age, income, etc) (             )

…and random variance (              ).

Using mutual information estimation we show that the random 
variance has ~10x more information in it than the explanatory 
information (                    >>            ).

For scheduling (and probably many human processes we try to 
model) randomness dominates.

Hence the success of explicitly generative approaches - they treat 
unexplained variance as a first-class citizen.
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Key Insight 2/2: A framework for thinking about model quality

More formally, model correctness can be decomposed 
into intra (within individual samples) and inter 
correctness (between or in aggregate).

In the image and language generation domains, intra 
is critical. This might be avoiding images of hands 
with too many fingers or simply forming cohesive 
sentences.

Intra is synonymous with sample quality or 
feasibility.

Inter is synonymous with aggregate distribution or 
diversity.

Different approaches are biased towards either intra 
or inter correctness. For ABMs, both are important.

Intra/within sample

Inter/between samples
bad

good

bad

good



How should we think of human behaviour?
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ActVAE


